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Abstract

The field of human computation creates
novel user interfaces in order to leverage hu-
man capabilities to help solve problems that
are difficult to solve using conventional com-
putational techniques alone. One human
capability that has received limited atten-
tion from the human computation commu-
nity to date is human motor learning and
control. In previous work the authors have
developed a technique known as Continuous
Interactive Simulation in which our natural
ability to explore and master movement in
novel physical situations is used to help solve
problems concerning the control of nonlinear
dynamical systems. The technique allows
human motor learning capabilities to be ap-
plied to two broad classes of problem: strat-
egy discovery and strategy refinement. This
paper draws this work together in a com-
plete case study that illustrates the applica-
tion of the technique to a nonlinear model
of economic growth and environmental sus-
tainability. The results of the case study
reveal new policy strategies that extend pre-
vious work on this model. Finally, the ap-
proach is reviewed in terms of its relation
to the broader field of human computation
in order to suggest potential paths for wider
deployment and future research.

1 Introduction

The field of human computation is based on lever-
aging human capabilities that can complement com-
putational systems to solve problems that would be
difficult to solve using computers alone. Human capa-
bilities utilized in human computation so far include
visual image recognition (Von Ahn & Dabbish 2004,
Westphal et al. 2005), language abilities (Bernstein
et al. 2010), spatial reasoning (Eiben et al. 2012), and
knowledge gathering and collation (Chklovski & Gil
2005). One human capability that appears to have re-
ceived limited attention to date is our innate capacity
to learn and master new ways of controlling the move-
ment of our bodies and the physical environment in
which we move, more formally referred to as motor
learning and control (Schmidt & Lee 2011).
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Motor learning and control is, essentially, a prob-
lem in understanding and manipulating dynamical
systems. The human sensory-motor system must in-
teract with a wide variety of environmental dynamics
in order to produce desired movement outcomes (Neil-
son & Neilson 2005). Doing so requires the solution
of difficult problems such as prediction, optimisation
and control in the face of delayed and incomplete sen-
sory information, time varying nonlinear dynamics,
and constant disturbance (Wolpert et al. 2001). In a
very real sense we are all natural born dynamicists.

Nonlinear dynamical systems are used to study
phenomena in fields as diverse as physics, biology,
ecology, economics, sociology, and so on. Developing
an understanding of how nonlinear dynamical systems
behave and how they can be controlled is a challeng-
ing problem requiring specialist techniques that of-
ten apply to only limited classes of systems (Murray-
Smith & Johansen 1997). Given the wide variety of
dynamical systems and the many complications they
involve there continues to be an important role for
techniques that allow an investigator to gain insight
into the behaviour of a system in a relatively assump-
tion free way without recourse to specific analytic
techniques. The primary means for doing this has
been through visualisation techniques that provide a
means for understanding data “holistically using the
synthetic properties of the mind and eye in unaided
form” (Batty et al. 2006). The approach described
in this paper, known as Continuous Interactive Sim-
ulation (CIS), shares the same motivation as visu-
alisation techniques, but extends them to questions
of control and manipulation of dynamical systems,
which are questions of action rather than just per-
ception. CIS allows human participants to interact
with a dynamical system presented as a physical ob-
ject whose behavior is driven by a simulation the sys-
tem. Participants can explore the behavior of a sys-
tem and learn to manipulate it through continuous
real-time physical interaction with the parameters of
the system. Problems concerning the control of a sys-
tem can then be presented to participants as physi-
cal skills to learn and master. Performance of the
skill constitutes a solution to the problem. Previous
work has concentrated on the basic mechanisms of the
approach (McAdam 2010), solving control problems
(McAdam & Nesbitt 2011), exploration of the qual-
itative properties of dynamical systems (McAdam &
Nesbitt 2012), and the sorts of factors to be consid-
ered when operationalising the approach in order to
maximise its effectiveness (McAdam 2014).

The human ability to interact with the physical en-
vironment has been used for problem solving a num-
ber of times before. The ability to manipulate objects
in space has been used in the context of manipulat-
ing constrained physical systems (Witkin et al. 1990),
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architectural design (Harada et al. 1995), and molec-
ular docking problems (Brooks et al. 1990). More
recently this ability has been used to great effect in
systems such as FoldIt in which human spatial rea-
soning is used to help solve problems in protein fold-
ing (Eiben et al. 2012). Manipulation of the sys-
tem in these approaches is typically via conventional
user interface mechanisms, although movement-based
interfaces with haptic feedback have been used in
molecular simulation applications that use continu-
ous movement-based interaction with haptic feedback
(e.g., Brooks et al. 1990, Bolopion et al. 2009, Comai
& Mazza 2009). These applications rely primarily on
human spatial reasoning as the solution mechanism
and it is the final configuration of the system that
represents the solution to the problem. In contrast,
not only is interaction in CIS based fundamentally
on continuous movement action, but it is the detailed
character and form movement actions as they unfold
that is of primary concern, not just the outcome of
those actions.

The main contribution of this paper is to draw to-
gether previous work on this approach in a case study
that illustrates the application of the approach to a
non-trivial nonlinear dynamical system model from
the study of economic growth and environmental sus-
tainability. The results of the case study extend pre-
vious work on this model. The case study then pro-
vides the basis for an examination of the approach
with respect to the broader field of human computa-
tion. This paper is organized as follows. Section 2
provides an overview of CIS and how human motor
learning and control can be applied to the study of
arbitrary dynamical systems and the sorts of prob-
lems that can be solved. Sections 3, 4, and 5 describe
the application of these techniques to the case study.
Finally, section 6 discusses the approach in terms of
the broader field of human computation.

2 Movement as Computation

To understand how human motor learning and con-
trol can be used as a means of solving certain types
of computational problems consider a continuous dy-
namical system of the general form

ẋ = f (x(t),u(t), t) (1)

where f is a function of a vector of variables, x,
that represent the state of the system, a vector of
control variables, u, and time. For models of real
world systems this function is generally nonlinear and
may involve additional complexities such as various
forms of constraints, delays, or disturbances. This is
a continuous-time formulation of a dynamical system.
There are also discrete-time and hybrid formulations,
each of which entails its own set of analytic and com-
putational challenges and assumptions (Goebel et al.
2009). It is relatively easy to formulate dynamical
systems models of real world phenomena that exhibit
behaviour that is richer than can be easily dealt with
using existing techniques.

There are two broad classes of problems concern-
ing systems such as these. The first concerns the gen-
eral question of, given the controls available, u, what
can be done with the system? What is the repertoire
of dynamic behavior that is possible? What trajec-
tories, x(t), through the state space of the system
are possible? What combinations of controls can be
used to achieve these trajectories? Can the system
be made to move slowly or quickly? Can the system
be stabilized at particular states? Or, in domain level

terms, in what ways can an economic system be ma-
nipulated via fiscal or monetary policy? How might a
population of pests in an agricultural crop respond to
chemical or biological measures? These are somewhat
open-ended questions that invite an exploratory solu-
tion approach. Techniques from the analysis of dy-
namical systems can provide a sketch of the dynamic
possibilities such as where the system can be stabi-
lized and whether certain states can be reached with
the controls available. However, the very nonlinear-
ities that make many dynamical systems interesting
also make understanding the possibilities for control-
ling them a difficult problem (Bradley 1995). The
techniques that do exist rely on assumptions that do
not hold for all systems of this sort and where they do
apply they typically require a level of mathematical
expertise that is beyond many practitioners attempt-
ing to understand dynamical system models.

With an understanding of the sorts of control
strategies that are available for a system we can turn
to a second broad class of problem. Given a particu-
lar control strategy, how can we refine the execution
of that strategy to make is as good as possible with
respect to specific criteria? An example of such a
problem is determining the controls, u∗(t), that steer
a system toward a desired state, x∗, with criteria such
as doing so as quickly as possible, as smoothly as
possible, or with as little control action as possible.
These problems typically also involve a variety of con-
straints on the permissable states the system can oc-
cupy and on the form and range of control allowed.
For example, if it is possible to control the level of
pests in a crop through a mixture of chemical and
biological measures, how should they be applied in
order to bring the pest under control as quickly as
possible while minimizing the long term use of chem-
icals? There are a variety of analytic and computa-
tional techniques that may be applied to a problem
like this, such as feedback control, model-based con-
trol, and optimal control, but again, these techniques
often involve assumptions or technical complexities
that limit their application.

The study of human movement can be character-
ized as a problem of understanding and controlling
the nonlinear dynamical system comprising the hu-
man biomechanical system and the environment with
it interacts (Neilson & Neilson 2005). In this case the
state variables, x, in equation 1 comprise the angles of
the approximately 220 joints in the human musculo-
skeletal system and the control variables, u, comprise
the tensions in the 700 muscles acting on those joints.
This very complex dynamical system is made more
complex through interaction with the physical en-
vironment that contributes additional nonlinear dy-
namics. Learning to move is essentially a problem in
control strategy discovery and optimization – discov-
ering the ways we can move our bodies and manipu-
late the physical environment and then refining those
movements through practice until movement becomes
skilled. This is a complex problem and the human
central nervous system devotes considerable resources
to the solution of these problems (Ghez 1991). The
result is an innate ability to explore and master new
dynamic situations. This is exemplified in all manner
of sports and arts in which exploring new dynamic
possibilities is an essential element. Sports such as fig-
ure skating, gymnastics, freestyle motorcycling, and
aircraft aerobatics, to name only a handful, all rely
on exploring and mastering new ways of controlling
our bodies and the environment with which they in-
teract. Importantly for our purposes, the dynamics of
all of these situations varies greatly – the mechanisms
underpinning movement are quite general. Further-
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Figure 1: A simple CIS environment for presenting ar-
bitrary dynamical systems as physical objects. Each
axis of a stereoscopic three-dimensional visual scene
represents a state variable of an arbitrary dynamical
system. The position of a ball represents the current
state of the system, x. The ball moves through space
as the state of the system evolves. Three translational
axes of a haptic pen are mapped to the control vari-
ables of the system, u. As the user moves the pen
the control variables change, influencing the unfold-
ing dynamics of the system and the motion of the ball.
The box represents a target state for the system, x∗.
The problem of how to drive the system to the target
state appears to a user as a game of physical skill –
“put the ball in box”.

more, the resulting behavior is robust and adaptive.
Qualities that can be difficult to achieve in analytic
and computational approaches to understanding and
controlling dynamical systems.

These observations have led us to propose Con-
tinuous Interactive Simulation as an approach to the
study of dynamical systems based on presenting them
as (virtual) physical objects with which human partic-
ipants can interact in much the same way they would
any other physical situation. The current state of the
system, x, is represented by attributes of objects in
a 3D virtual environment (location, orientation, size,
colour, etc). As a simulation of the system proceeds,
these objects move and change according to the dy-
namics of the system. Users directly and continuously
manipulate the control variables, u, using a continu-
ous input device (touch screen gestures, gesture track-
ing, joystick, haptic pen etc) in order to influence the
motion of the objects. A simple implementation of
this approach is shown in fig 1.

This arrangement allows a user to explore the be-
havior of the system and its response to control in-
puts in order to discover strategies for controlling the
system. By experimenting with the effect of move-
ment actions on the behaviour of the ball the user
can start to identify the ways in which the system
can be manipulated. For example, through experi-
mentation a user may discover a strategy for steering
the ball to a particular location in space, i.e. a par-
ticular system state, x∗, represented by a box in fig
1. The user’s movement actions in doing so repre-
sent a control strategy, u(t), for achieving this state.
The basic feasibility of strategy discovery of this sort
has been investigated using dynamical systems from
biology and mechanics (McAdam 2010, McAdam &
Nesbitt 2012). Attention can then turn to refining
this general strategy by asking the user to put the

ball in the box as quickly, slowly or smoothly, as pos-
sible, with as little movement action as possible, and
so on. With practice a user may be able to improve
their performance with respect to the relevant crite-
ria. The best performance achieved by the user be-
comes a candidate optimal strategy, u∗(t). The feasi-
bility of strategy refinement of this sort has been in-
vestigated using dynamical systems from biology and
economics (McAdam & Nesbitt 2011, McAdam 2014).

This approach does not assume a particular form
of dynamical system and works for continuous-time,
discrete-time, and hybrid formulations. The main re-
quirement is that the system can be numerically sim-
ulated with changes to control variables as the simu-
lation proceeds.

In order to provide a structured experience for
users participating in such a scheme, strategy dis-
covery and strategy refinement problems can be pre-
sented as games of physical skill. In the former the
goal is to come up with new ways of controlling the
system using various combinations, magnitudes and
timing of control inputs. Strategy refinement prob-
lems can be presented as games with numeric scores
derived from the performance criteria. Competition
between players to achieve the best score can then
be used to motivate and structure the participation
of users in the problem solving process. In the case
of both strategy discovery and strategy refinement
problems, the quality of problem solving is likely to
improve with more participants. Games such as these
could be deployed to a wide number of users in the
form of desktop computer, smart phone or tablet-
based applications with the centralized collection of
solutions for analysis and comparison.

3 Taking Wonderland in Hand

In order to illustrate the use of human motor learning
and control as a means of solving computational prob-
lems we turn to a dynamical system model that re-
lates economic, demographic, and environmental sys-
tems known as Wonderland (Sanderson 1994). This
model consists of four nonlinear difference equations
with 17 parameters and captures interesting phenom-
ena including sudden and catastrophic environmental
collapse under certain conditions. This system has
been used to investigate sustainability of economic
growth (Kohring 2006, Herbert & Leeves 1998) and as
a benchmark problem for visualization techniques for
higher dimensional dynamical systems (Wegenkittl
et al. 1997, Gröller et al. 1996). The model is defined
as follows:

x(t+ 1) = x(t)
[
1 + b

(
y(t), z(t)

)
− d
(
y(t), z(t)

)]
,

(2)

y(t+1) = y(t)
(

1 + γ − (γ + η)
[
1− z(t)

]λ
− γ0

τ

1− τ

)
(3)

z(t+ 1) =
g
(
x(t), y(t), z(t), p(t)

)
1 + g

(
x(t), y(t), z(t), p(t)

) , (4)

p(t+ 1) = p(t)
(

1− χ− χ0
τ

1 + τ

)
, (5)

where

b(y, z) = β0

[
β1 −

(
eβy

1 + eβy

)]
, (6)
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Figure 2: Wonderland Horror Scenario with and with-
out constant tax policy plotted in the x, p, y subspace.
The x, p, y sub-space was chosen rather than the more
usual x, y, z subspace to match the presentation of
the system used in the case study that follows.

d(y, z) = α0

[
α1 −

(
eαy

1 + eαy

)] [
1 + α2(1− z)θ

]
,

(7)
g(x, y, z, p) =

z

1− z
e δz

ρ−ωf(x,y,p), (8)

and
f(x, y, p) = xyp. (9)

The state variables x(t), y(t), z(t), and p(t) rep-
resent the population, per capital output, stock of
natural capital, and pollution flow per unit of out-
put respectively. The following parameter values rep-
resent the so-called “Dream Scenario” in which eco-
nomic growth continues with little or no impact on
the environment.

• Population - α = 0.09, α0 = 10.0, α1 = 2.5, α2 =
2.0, β = 0.8, β0 = 40.0, β1 = 1.375, θ = 15.0

• Environment - χ = 0.03, δ = 1.0, ρ = 0.2, ω =
0.1, τ = 0.0, χ0 = 0.0

• Economy - γ = 0.04, η = 0.04, λ = 2.0

Changing the value of the parameter χ from 0.03
to 0.01 causes a phase transition to the “Horror Sce-
nario” in which the environment collapses irrevoca-
bly after a period of economic growth. An important
question is what can be done to save a system that
happens to be in the Horror Scenario from environ-
mental collapse. One approach is to tax pollution at
is source. Kohring (2006) determined that a modest
tax on emissions can avoid environmental collapse in
a Horror Scenario. The key pollution tax policy pa-
rameters are τ , the tax rate on emissions and χ0, the
incremental improvement in the rate at which techno-
logical innovations reduce the pollution flow per unit
of output. The trajectory of the system under the
Horror Scenario with and without a constant tax on
emissions is shown in fig 2.

Previous work has assumed constant values of τ
and χ0 over the course of the scenario and has left
open the question of how they might be varied over
time to provide more policy options (Kohring 2006,
Herbert & Leeves 1998). For example, does a tax
need to be permanent or could it be introduced for
only a short period of time and still lead to the same
overall outcome? If it’s a short period of time, when
should it be applied? How should the tax rate and

z 

(x0, p0, y0) 

p 

x 
y 

(x*, p*, y*) 

Figure 3: Participant’s view of the mapping of the
Wonderland system into the simulation environment.
The x, p, and y variables of the system are represented
by the location of an “orb” in X, Y, Z display coor-
dinates respectively. The z variable is represented by
the angular displacement of the orb about the Z-axis
of the display. The orb starts at the initial condition
(x0, p0, y0). A target state (x∗, p∗, y∗) is represented
as an air vent on the back wall of the scene.

the incremental decoupling rate be varied together?
One approach to answering these questions is to ask
the more general question – given control of the pa-
rameters τ and χ0, what are the ways in which it
the system can be manipulated in order to avoid en-
vironmental collapse. What is the repertoire of con-
trol strategies from which we might choose policy ap-
proaches to implement? This is just the sort of prob-
lem CIS is designed to explore. As we will see, there
are several general strategies that could be adopted
by policy makers. With several policy options avail-
able, we can go on and choose one for implementation
and ask the important follow on question of how we
refine that policy to produce the best possible result
for the particular prevailing circumstances.

To explore these questions we mapped the Won-
derland system into a CIS environment similar to that
described in section 2 using the mapping illustrated
in fig 3. The system appeared to a user as an “orb”,
moving in three dimensional space. The orb featured
a small “bauble” on its top. The orb was free to ro-
tate about the Z-axis of the display so that the bauble
could move from its position on top to a position at
the bottom of the object. The system’s x, p, and
y variables were mapped to the X, Y , and Z axes of
the display respectively with the sign of each reversed
(0 ≤ x ≤ 5, 0 ≤ p ≤ 1, 0 ≤ y ≤ 100). The system’s
z variable was mapped to the angular displacement
of the orb about the Z-axis. The bauble at the top
indicated an undamaged environment (z = 1). The
bauble at the bottom indicated environmental col-
lapse (z = 0). The control parameters τ and χ0 were
mapped to the Z and Y axes of the haptic pen respec-
tively (0 ≤ τ ≤ 0.1, 0 ≤ χ0 ≤ 0.5). The movement
of the pen was constrained to move only in the Y -
Z plane. The pen was spring loaded to return to the
τ = χ0 = 0 position when released. The simulation
of the system proceeded at a rate of 100 simulated
time steps per real time second. At this rate the con-
stant tax trajectory in fig 2 lasted for approximately
2.5 seconds of real time. This particular mapping was
chosen to maximise the correlation between a user’s
action and the response of the orb, a key factor in
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Figure 4: Discovered control strategies A, B, and C.

making a system as easy to deal with for participants
as possible (McAdam 2014). The net result was that
participants experienced the Wonderland model as a
novel physical situation that made no direct reference
to the nature of the underlying phenomena.

4 Strategy Discovery

Under the conventional Horror Scenario with τ =
0, χ0 = 0 the orb rises from its initial position,
(x0, p0, y0) = (1, 1, 1), and drifts toward the back wall.
After 90 simulated time periods the bauble drops to
the bottom of the orb (environmental collapse) and
the orb drifts to the front upper right corner of the
display following the trajectory shown in fig 2. With
a constant tax policy of τ = 0.025 and χ0 = 0.1 the
orb rises and moves to the left while proceeding to
the back wall of the display avoiding environmental
collapse. As we were interested in alternatives to this
constant tax policy we placed a target (an air vent)
at the position on the back wall reached by the orb
under this policy, i.e., (x∗, p∗, y∗) = (4.0, 0.1, 100.0)
(see fig 3) and asked one volunteer participant to ex-
plore different ways in which they could get the orb
into the air vent.

The participant explored the behaviour of the sys-
tem and its response to their movement actions for a
period of 30 minutes. They quickly discovered that
pulling the pen back (increasing τ) retarded the mo-
tion of the orb toward the back wall and that lifting
the pen (increasing χ0) increased the rate at which
the orb rose. They also discovered that lifting the
pen only had an effect if the pen was pulled back at
the same time (due to the relation between τ and
χ0 in equation 5). They went on to identify a num-
ber of different ways of getting the orb into the air
vent. Closer examination revealed three different con-
trol strategies. Trajectories for these three control
strategies are illustrated in fig 4.

Strategies A and B involve manipulation of τ alone
(moving the pen only in the Z-direction). Strategy A
features an impulse of τ (pulling back on the pen)
early in the scenario while strategy B features an im-
pulse later in the scenario. The resulting trajectory
in both cases reaches the back wall at a point be-
low the target air vent. A further impulse as the orb
approached the wall slowed the motion of the ball to-
ward the wall upon which it began to rise. Reducing
τ to zero (releasing the pen) as the orb reached the
correct level allowed the orb to continue its rearward
motion to the target. The time course of these con-
trols is shown in fig 5. Interestingly, the participant

0

0.12

Ao

0

0.12

Bo

0 50 100 150 200
0

0.5
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Time

o,
 r

0

Figure 5: Control histories for stratgies A, B, and C.
τ shown as a solid line. χ0 shown as a dotted line.

was unable to reach the target with a constant value
of τ (fixed position of the pen). The system appears
to require active control of τ when χ0 = 0 in order to
reach the target.

Strategy C involves a short impulse of both τ and
χ0. If the timing and magnitude was correct the im-
pulse set the orb on a trajectory that reached the
target with no further intervention. It also reached
the target significantly faster than strategies A and B
taking 151 time periods to reach the target compared
with approximately 220 time periods for strategies A
and B. It was also faster than the constant tax policy
that took 173 time periods to reach the target.

In all three cases the outcome of the scenario is
largely the same – the application of a tax on emis-
sion results in sustainable economic growth. The dif-
ference between the strategies is in the detail of the
trajectory and the controls used. While strategy C
may seem attractive because of the relatively short
period of intervention required and the speed at which
it reaches the target, it may be difficult in practice to
achieve an increase in χ0. Furthermore, the system
is vulnerable to disturbance on its way to the target
following the initial intervention. While slower to the
target, strategies A and B might be considered more
robust in that the magnitude and timing of the final
period of taxation could be adjusted to account for
disturbances that may have occurred earlier in the
scenario.

With only a little experimentation the participant,
who had no expertise in economics or related fields
nor any expertise in nonlinear system analysis, was
able to discover three additional ways of manipulat-
ing the Wonderland system to meet the policy objec-
tive of environmentally sustainable economic growth.
These strategies may give policy makers more latitude
in achieving the desired outcomes while taking other
considerations into account such as the political im-
plications of the timing of tax imposts or the ability
to influence the impact of technological innovation on
emission rates.

Of course, there may be other strategies that were
not discovered in the short time given to our single
participant. More participants exploring the behavior
of the system across a range of initial conditions and
parameter settings may discover additional strategies.

5 Strategy Refinement

The policy strategies described above provide a sam-
pling of what might be done with the system to
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(x0, p0, y0) 

(x*, p*, y*) 
(x1, p1, y1) 
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y 

Figure 6: Participants view of the strategy refine-
ment problem. The dark monolith is an obstacle to
be avoided. The suspended box at (x1, p1, y1) is a
way-point through which the orb must pass on the
way to the target represented by the air vent on the
back wall at (x∗, p∗, y∗).

achieve the policy objective of sustainable growth
without environmental collapse. We now turn to the
question of how to refine a particular policy option.
The policy we set out to refine is similar to strategy
C described above that involves manipulation of both
τ and χ0. The objective was to steer the system to
the target, (x∗, p∗, y∗) = (4.0, 0.1, 100.0), as quickly
as possible. To make the problem a little more com-
plicated we added an additional constraint that re-
quired the system to pass through an intermediate
state, (x1, p1, y1) = (3.4, 0.2, 50.0), on the way to the
target. Such a constraint might represent a mid-term
policy objective. The placement of this intermediate
state was such that the system required active con-
trol to reach the intermediate state and then further
active control to steer the system to the ultimate tar-
get.

This refinement problem was presented to a fur-
ther two volunteer participants as a game in which
the objective was to steer the orb into the air vent as
quickly as possible passing through an intermediate
target box on the way. An additional obstacle was
introduced to force participants to avoid the region
of space in which environmental collapse was likely.
In effect, the participants were asked to solve a non-
linear optimal control problem with non-convex state
constraints. A problem such as this is challenging
to solve using optimal control techniques and the ap-
plication of available numerical tools (e.g., Ross &
Fahroo 2002) requires a level of mathematical sophis-
tication that puts the solution out of reach for most
practitioners. The participant’s view of this problem
is illustrated in fig 6. The score – the time taken
to reach the target – was displayed on the back wall
of the scene and the best scores were recorded on a
leader board available to both participants.

The game was set up in an office environment and
the participants were given a period of 2 hours to play
the game organising their time playing the game as
they wished. During that time the participants spent
a total of about 40 mins playing the game taking turns
during that time. In total they made 225 attempts at
the game. Participant 1 made 154 attempts over three
turns (41, 16, 103 attempts in each turn, respectively)
alternating with participant 2 who made 71 attempts,
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Figure 7: Top 10 solutions (fastest time to target).

0 20 40 60 80 100 120 140 160 180
0

0.1

0.2

0.3

0.4

Time
o,

 r
0

Figure 8: Control history for the best solutqion found
by participant 1. τ shown as a solid line. χ0 shown
as a dotted line.

also over three turns (10, 48, and 7 attempts in each
turn). Both participants were able to produce solu-
tions to the problem that satisfied the constraints.
Fig 7 illustrates the top 10, i.e. fastest, trajectories.
Of these top 10 solutions five were achieved by par-
ticipant 1 and 5 by participant 2. The fastest time
of 172 time periods was achieved by participant 1.
Fig 8 illustrates the control history for this best so-
lution. Both participants reported that they enjoyed
the game and that they would participate in more
game playing of this sort.

The improvement in performance of both partici-
pants over their respective turns at playing the game
is shown in fig 9. Performance for both participants
was significantly better on their final turn than on
their first turn, indicating that they had managed
to refine the control strategy with respect to the
specified criterion – time to reach the target – with
practice. A more detailed analysis of performance
improvement has not been carried out due to the
loosely organised participation, but it would appear
that participant 2 may have performed better than
participant 1 on average, although the best score was
achieved by participant 1. More detailed analysis of
individual performance improvement during problem
solving of this sort has been carried out previously
(McAdam 2014).

The results of the case study illustrate that the
innate human ability to explore and refine movement
in novel physical situations can be used as a way to
learn more about arbitrary nonlinear dynamical sys-
tems. A small number of participants in a relatively
short amount of time were able to extend results in
the study the Wonderland model. Previous results
in the study of this model have required specialist
domain and mathematical knowledge. To our partic-
ipants the problem was purely physical in nature with
no reference to the domain origins of the system.

It is important to acknowledge that any strate-
gies or solutions produced using this approach will be
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Figure 9: Improvement in participant performance
over three turns at playing the game. Participant 1
had three turns at playing the game with 41, 16, and
103 attempts in each. Participant 2 also had three
turns at playing the game with 10, 48, and 7 attempts
in each.

colored by the dynamic characteristics of the mecha-
nisms underpinning human motor learning and con-
trol. As a result, it is unlikely that the best solu-
tion produced in the case study will be strictly op-
timal (McAdam & Nesbitt 2011). Inherent variation
in performance, reaction times, and speed/accuracy
trade-offs will lead to solutions that are at best ap-
proximate. For example, the size of target boxes is
related to speed/accuracy trade-offs in human move-
ment performance and are one source of error in the
solutions produced. Nonetheless, it’s a good solution
in that it satisfies the constraints of the problem and
is better than any of the other solutions generated.
Furthermore, the variation in the top 10 solutions il-
lustrated in fig 7 demonstrate a level of robustness in
the solutions produced.

Perhaps the greatest virtue of the solutions pro-
duced in this case study is that they were produced
with relative ease and without recourse to specific an-
alytic or computational techniques. This case study
used a discrete-time model, but previous work has
used continuous-time models, and the approach also
works for hybrid models. It is also easy to add compli-
cations such as the non-convex state constraints (ob-
stacles) in the case study example, stochastic distur-
bances, and delays, all of which are regular features of
the physical environment in which human movement
occurs. Approximate solutions in the face of such
complications may be the only solutions available or
they may serve as initial estimates for further refine-
ment via more conventional computational means.

6 CIS as Human Computation

Human computation has been defined in numerous
ways, but three key characteristics are (a) the use of
a human capability to perform a task that is difficult
to solve using conventional computational resources,
(b) the engagement of potentially large numbers of
individuals to provide that capability, and (c) the
coordination of the work of those individuals by a
computer system or process (von Ahn 2005, Quinn
& Bederson 2011, Yuen et al. 2009). CIS uses human
motor learning capabilities to solve problems concern-
ing dynamical systems, but what is to be gained by

engaging potentially large numbers of other people
in the problem solving process? While CIS shares a
motivational basis with visualisation techniques for
dynamical systems a significant difference is that the
process of motor learning takes time. Solving a prob-
lem in CIS takes time and effort, i.e., practice, in order
to learn the skills needed to solve a problem. Visu-
alisation techniques allow an investigator to quickly
apprehend patterns in the behaviour of a dynamical
system. In contrast, the participants in the case study
spent a total of approximately 40 minutes refining
their skills in order to produce their best solutions.
With more practice it may have been possible for
them to produce better solutions. Furthermore, there
can be significant differences in the rate at which dif-
ferent participants learn the skills needed to solve a
problem (McAdam 2014). If a particular problem re-
quires a significant amount of skill development then
it may not be practical for an investigator to devote
the time themselves to solving the problem. Dele-
gating this work to others may help to increase the
effectiveness of the approach by giving it to people
with the time, motivation, and ability to solve the
problem in this way. Delegating the work to poten-
tially large numbers of people may also help maximise
the return on the work required to engage others in
the problem solving process by solving ensembles of
problems that vary in initial conditions and parame-
ter and constraint values.

If we accept the premise that engaging the help
of others to solve problems using CIS is useful, then
the field of human computation has a lot to offer in
terms of successfully deploying the technique. The
taxonomy of human computation systems developed
by Quinn & Bederson (2011) captures many impor-
tant aspects of human computation systems. The di-
mensions of this taxonomy are summarized in table
1 along with example values for each of these dimen-
sions drawn from existing human computation sys-
tems and the values of most relevance to the approach
described in this paper.

The motivation dimension captures the reasons
why people would choose to participate in a human
computation system. From our initial experiments
with this approach it seems that enjoyment may be
a prime motivation for participants. Arbitrary games
of physical skill have long been a mainstay of sideshow
alley. This enthusiasm for games of physical skill is
further reflected in the vast number of smart phone
and tablet-based games of physical skill currently
available. The participants in our case study spon-
taneously organised their participation into a turn
taking competition and reported that they enjoyed
playing the game and that they would like to play
more games of this form. Altruism may also help mo-
tivate people to participate in this form of problem
solving. The participants were also told that they
were, in fact, solving an important problem in envi-
ronmental sustainability, even though that was not
apparent in their experience of the game. This ap-
pealed to the participants who were keen to under-
stand the significance of what they had achieved after
playing the game. Furthermore, informing people of
the importance of a physical task can improve their
motivation to practice and improve their skill at the
task (Schmidt & Lee 2011).

Quality control refers to how the solutions pro-
duced by participants are checked for correctness and
validity. For the types of problems we are interested
in it is typically the feasibility and optimality of so-
lutions that matter most. Redundancy is one ap-
proach to quality control we can use. We had a degree
of redundancy in our strategy refinement game with
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Dimension Example values Continuous Interactive Simulation
Motivation Pay, Altruism, Enjoyment, Reputation, Im-

plicit Work
Enjoyment, altruism

Quality control Input/output agreement, Economic models,
Defensive task design, Redundancy, Ground
truth seeding, Statistical filtering, Multilevel
review, Expert review, Automatic check, Rep-
utation system

Redundancy, Defensive task de-
sign, Expert Review

Aggregation Collection, Wisdom of crowds, Search, Itera-
tive improvement, Genetic algorithm, None

Iterative improvement

Human skill Visual recognition, Spatial reasoning, Lan-
guage understanding, Human communication

Human motor learning and control

Process order Computer → Worker → Requester, Worker
→ Requester → Computer, Computer →
Worker → Requester → Computer, Requester
→ Worker

Requester → Worker

Task-request cardinality One-to-one, Many-to-many, Many-to-one,
Few-to-one

Many-to-one, Few-to-one

Table 1: CIS in relation to the dimensions of human computation systems
.

two players each making multiple attempts to solve
the problem. This redundancy could be scaled up
through web or app store deployment of the game to
larger numbers of participants. Scaling up to more
participants would help explore a greater number of
strategies and increase the likelihood of finding close
to optimal refinements of those strategies. Another
approach that can be used to ensure the quality of so-
lutions is defensive task design. In our case study we
added elements such as constraints and target boxes
to the game to ensure participants were refining the
particular strategy under we wanted them to refine.
Ultimately, it will be expert review from the investi-
gator who initiated the problem solving exercise that
will determine the value of solutions produced.

Aggregation refers to the method by which indi-
vidual contributions are assembled to create a total
solution. Our approach uses iterative improvement
both within and between participants. An individ-
ual participant successively refines their own solution
to the problem through practice while solutions can
be shared between participants to help foster further
strategy and skill development. Competition between
participants may be a good way to facilitate individ-
ual and collective solution improvement in much the
same way that sporting competition fosters develop-
ment in other forms of physical activity.

The human skill involved is motor learning and
control – the general capability to explore and mas-
ter new physical skills. To our knowledge human mo-
tor learning and control has not previously been used
in human computation systems in the way we have
described.

As described, a likely process order for this ap-
proach to problem solving would be for a requester to
post problems to be solved in the form of games for
workers to play. The role of a computer system in this
arrangement would be to distribute games to players
and collate results for the requester to analyze.

Given the desirability of involving a potentially
large number of participants to help solve a given
problem the task-request cardinality might typically
be many-to-one. However, there may be systems for
which particular individuals develop specialized skill
in which the cardinality may be few-to-one or even
one-to-one.

This brief analysis suggests that the proposed ap-
proach can be aligned with the broader notion of hu-
man computation systems as they are currently un-
derstood. If a game-based metaphor is used to present
problem solving tasks to participants there are a num-

ber of more specific issues to address. Game-based
human computation systems are widespread and are
developing a literature of their own (Pe-Than et al.
2013). Key considerations when constructing games
for human computation include the type of inter-
action amongst players, incentives, and scoring sys-
tems. CIS, as developed so far, lends itself to compe-
tition between single players who interact with each
other indirectly through a scoring system. More com-
plex forms of CIS are envisaged in which multi-player
games might be used to solve problems concerning
control of dynamical systems by multiple agents, such
as differential games (Kamien & Schwartz 1991).

There are, of course, a range of other practical is-
sues to be addressed in deploying CIS as part of a
human computation system. If a game metaphor is
to be used then a game needs to be designed for each
problem. This can be facilitated by using a platform
that is easily adapted to new problems as they arise.
The platform used for the case study presented in
this paper is such a platform. A high level configu-
ration language allows a game to specified directly in
terms of the dynamics of the problem, target states,
constraints, performance criteria, and so on. Even
so, there are still numerous factors that need to be
considered in order to present a problem in a way
that maximizes the likelihood that participants will
be able to solve the problem. Many of these concern
factors related to human motor learning and perfor-
mance characteristics such as the size of target boxes,
the speed at which the simulation proceeds, and so
on. Some problems will, inevitably, be more chal-
lenging to solve than others, but careful attention to
these sorts of details will help ensure that a problem
is no more difficult to solve than necessary. The ex-
tent to which additional computer game features such
as plot and emotional engagement may help motivate
and sustain participation in this form of problem solv-
ing is yet to be explored (Carranza & Krause 2012).

Another issue that needs to be addressed is that of
the hardware used. The case study presented in this
paper used a 3D stereoscopic display and a haptic pen
for input. These devices were used because of their
resolution and flexibility, but they are not devices
that all prospective participants would have access
to. Problems distributed in the form of smart phone
or tablet-based games would reach a much larger po-
tential audience, but would need to make use of small
display screens and touch screen and accelerometer-
based input.
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7 Conclusion

Strategy discovery and refinement through direct real
time physical interaction with a dynamical system is,
to our knowledge, a novel approach to understand-
ing dynamical systems. By presenting a dynamical
system in terms of physical objects with which a par-
ticipant can interact CIS allows participants to deal
with arbitrary dynamical systems in the same way
they would deal with any new physical situation –
through the mechanisms of motor learning and con-
trol. This approach supports both open ended explo-
ration of the dynamic possibilities of a system as well
as more structured problem solving that can be con-
veniently presented as games of physical skill. The
popularity of dynamics based games of physical skill
on smart phones and tablet computers suggests that
there is a population of potential participants for this
style of problem solving. Research is continuing on
developing the basic mechanisms to handle problems
with more state and control variables and problems
that involve more than one participant in the solu-
tion. Alignment with current and emerging theory
and practice in human computation will help guide
the development of the approach, hopefully to the
point where it becomes a useful addition to the canon
of human computation techniques.
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